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Motivation Theoretical Analysis

Offline RL suffers from compounding value 
errors over long chains of bootstrapped backups 
called the "curse of horizon".

Assuming bounded per-backup error, HiQC 
improves error scaling over task horizon T.

Overview Results

Hierarchical Implicit Q-Chunking (HiQC): A 
hierarchical offline RL algorithm merging high-level 
latent planning with low-level action chunking.

Dual Horizon Reduction: Compresses both 
planning (via subgoals) and execution (via action 
chunks).

Unbiased Value Propagation: Enables stable, off-
policy-free multi-step value backups.

Evaluated on OGBench simulation environments.

Reported mean success rate at a 95% confidence 
interval over 4 seeds.

Methodology Hyper parameter sensitivity analysis on scene-play:

High-Level (Horizon c): Predicts latent 
subgoals z via Implicit V-Learning.

Low-Level (Horizon k): Executes k-step action 
chunks a to reach z.

Chunked Critic: Conditions Q-function on full 
chunk a to remove bias:

Future Works & Limitations

Scan Me!

Extending this algorithm with a multimodal or 
natural language based state space.

Using deeper levels of hierarchy.

Using search based algorithm on the high level 
planner.

Theory Limitations: Bounded error assumption 
may not strictly hold with deep neural networks.
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